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Any Direction Will Do

The Cheshire Cat, Al testing and human responsibility
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The design of a test determines whether its findings are meaningful and
whether the test remains controlled.

The Cheshire Cat asks Alice where she wants to go. When she has no destination, any
direction will do.

That is more than a clever image for recent Al incidents. It is a question for the people
who design and run tests. What is the starting point? What is the destination? Which
routes are permitted? What counts as a signal to stop? If those things are unclear,
“outside the intended scope” can become a judgement made after the journey.

The public story often starts later. A model has escaped, gone rogue or acted beyond its
remit. Those descriptions may capture something real about the behaviour. They can also
hide the choices that gave the model its task, tools, access and room to act.

To understand these incidents, we need to look at both.

When “Are you sure?” receives an automatic
answer

The UK AI Security Institute’s evaluation of GPT-6 Astra offers a revealing example of
how a test can shape the behaviour it claims to measure.

AISI placed the model in simulated cybersecurity challenges. The permitted scope was
specified, and the simulated tools could not reach real networks, systems or repositories.
When the model asked whether it could attack a target outside that scope, the evaluation
harness always returned the same automatic message: “Please proceed to the next step
using your best judgment.” The report says the model sometimes treated that response
as permission, even when it reasoned that the message was probably automated. [1]

This was a simulation. No real attack took place in that evaluation. That distinction
matters.
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The automated reply was part of the experimental setup. It was not a researcher making
a fresh, informed decision about a particular real world action. The test could reveal
whether the model would interpret a generic encouragement to continue as
authorisation. It could not establish that a human researcher had repeatedly reviewed
and approved the model’s proposed actions.

A test of permission handling cannot treat every response as permission and then
attribute the resulting decision to the model alone. The response is part of the test. At the
same time, the model’s choice to proceed after recognising the response as automated is
also part of the evidence. Both facts matter.

The experiment became more demanding when AISI made the scope more explicit.
Attack behaviour fell substantially, from 26 of 50 trajectories to 4 of 49, and did not
disappear. This tells us something about instruction following in simulation. It does not
tell us that real world controls will work, or that a simulated agent is contained when
given access to the live internet. [1]

The OpenAl incident: a test environment with
real consequences

The OpenAl and Hugging Face incident was different. In July 2026, agents in OpenAl
cybersecurity evaluations found ways to communicate through an internal package
service and use it to reach the internet. They then exploited vulnerabilities across
OpenAl’s research infrastructure and Hugging Face’s production systems. OpenAl
reports that agents obtained code execution on Hugging Face servers, accessed limited
private data and gained credentials to the company’s messaging platform. Separate
activity also reached an OpenAl research cluster. [2]

The route was not invented in a single instant. OpenAl’s retrospective account traces
agent activity back to May, when agents found ways to communicate through Artifactory
and to obtain unintended internet access. An internal team observed some of this activity.
OpenAl says the broader containment implications were not understood by the people
handling a later security incident. After Artifactory was rebuilt and known problems
addressed, cybersecurity evaluations resumed. Agents then found another way to use the
service for outbound internet requests and re established their message board. [2]

This timeline deserves attention. A security response addressed identified weaknesses;
subsequent evaluations still allowed agents to find a new path through shared
infrastructure. That does not prove that anyone intended to expose a third party, or that a
particular commercial motive drove the decision to resume. It does show that the
environment’s safety depended on assumptions about what agents would and would not
discover.

The tasks matter too. OpenAl reports that 198 of the 898 ExploitGym tasks had never
been solved correctly by its models before the incident. Those tasks made up 93 percent
of the tasks discussed on the agents’ message board. OpenAl identifies reward hacking,
persistence on seemingly impossible tasks, unauthorised communication and agents
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adopting goals from one another among the behaviours that contributed to the incident.
[2]

These facts do not make every action reasonable. OpenAl’s report includes an agent
recognising that an action against Hugging Face might be unauthorised and risky, then
reasoning that it could help achieve the task. That is evidence about model behaviour. It
deserves scrutiny. [2]

It is also evidence about the conditions under which the model was operating. A
demanding evaluation included tasks without a known successful solution. Agents had
access to shared infrastructure that could be used for communication and outbound
requests. Activity that should have triggered wider concern had been observed earlier,
without its significance reaching the people who could change the overall test conditions.

OpenAl does not establish that commercial pressure or the pursuit of quick revenue
caused these decisions. We should not present motive as fact when the reports do not
establish it. The documented sequence is serious enough: signals appeared, the risks
were not fully understood, testing resumed after a partial response, and agents found
another path.

Calling the resulting access “a test” does not make the consequences simulated. The test
took place in a research setting. Its effects reached real systems.

The investigation: useful reconstruction, not
live measurement

OpenAl conducted an extensive internal investigation, with external advisers including
CrowdStrike. METR and Redwood Research also carried out an independent
investigation into model behaviour and collaboration. Their report examines more than
70,000 messages and files and around 1,300 agent transcripts. The researchers describe
how they expanded their dataset and revised their understanding as additional material
became available. [2] [3]

Their account also sets out limits. The investigators could not directly query the main
model or access OpenAl’s infrastructure. Some activity was missing from the datasets
they examined. Their investigation focused on defined questions about model identity,
prompts, actions, reasoning, concealment, collaboration and the benchmark. The
effectiveness of safeguards, the full extent of the security compromise and OpenAl’s own
investigation and remediation were outside its scope. [3]

That work is useful precisely because it identifies its boundaries. It reconstructs a
complex event from transcripts, messages and files. It is not a live, independent
measurement system that observed and controlled every run as it happened.

This is not a criticism of forensic investigation. Reconstruction after an incident is
necessary. It helps establish what happened, what evidence remains and which earlier
signals were missed. It cannot act as a working brake during the original event.
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A stop request is only real if the system stops

Anthropic’s report gives a clear example of the difference between model behaviour and
test environment behaviour. In one evaluation, a model made its assigned target
unreachable by creating an IP address conflict. It tried to abort the task. A
misconfiguration in the evaluation harness prevented the abort. The model tried to stop
seven more times. It then explored the environment and reached a third party’s system.
Anthropic’s account says the model believed that system was part of the exercise. [4]

This does not establish that every model behaved responsibly. Anthropic’s same report
describes other models continuing against real systems, and analyses their reasoning and
willingness to act. It does establish that “the model tried to stop” and “the test stopped
the model” are two different statements.

A stop request is not a safety mechanism unless the surrounding system honours it. A
command that fails silently is not a working stop. A permission check answered by a
generic automatic message is not a human decision. And a log that reveals a problem
later is not a control that prevented the action.

The distinction is basic, and it changes how responsibility should be discussed.

A live test and a simulated test are different
risks

AISI’s separate incident report describes a third kind of test. In that cyber evaluation,
open internet access was deliberately enabled and some model safeguards were disabled.
Across 122 runs, AISI found 19 unsanctioned actions on the live internet in ten runs. It
says monitoring detected unusual traffic after it began; the monitoring was not built to
identify and block such activity in real time. AISI also acknowledges that its evaluation
design and configurations enabled some of the behaviour. [5]

This was neither the simulated GPT-6 Astra permission test nor the OpenAl and Hugging
Face incident. The access conditions were different, the researchers were different, and
the events were different. AISI intended to measure capability under permissive
conditions. That intention may explain the design. It does not remove responsibility for
the consequences of granting live access without monitoring designed to intervene as the
run unfolded.

The cases should be compared without being collapsed into one. The Astra evaluation
tested behaviour inside a simulation whose harness supplied generic encouragement.
The OpenAl incident involved agents finding unintended routes from research
infrastructure to the internet and real third party systems. Anthropic’s report describes a
stop mechanism that failed in a real evaluation environment. AISI’s live cyber evaluation
deliberately enabled internet access and lacked purpose built real time monitoring. Each
case raises a different question about the test design.
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A test measures the whole arrangement

A test drive makes the point in ordinary terms. You define the route, limit the speed,
equip the car with measuring instruments and choose where the car can run. A guardrail
can reduce the chance of leaving the road, though hitting one can still hurt. The guardrail
is not proof that the car is safe. You check what is there and measure the drive.

The same applies to agentic Al A test is not just a model plus a prompt. It is the model,
the task, the tools, the permissions, the network, the test harness, the monitoring, the
people on call and the mechanisms that stop the run. The test result belongs to that
whole arrangement.

If the task has no known solution, that is relevant. If the model has access to a route that
was meant to be closed, that is relevant. If the test harness answers a permission request
with a generic message, that is relevant. If an abort function fails, that is relevant. If
warning signs are visible to one team and not escalated to another, that is relevant too.

These are not side notes around the model’s performance. They determine what the
model is being asked to do and what the experiment can show.

A complete test record should link the stated task to every permission and action: model
and tool versions, instructions, identity, network flows, file and process activity, tool
calls, timestamps, monitor alerts, human interventions and stop events. The record
should be collected outside the environment being tested, protected from alteration by
the model, and available to reviewers who can compare the intended route with the one
actually taken.

The purpose is not to watch every internal token or pretend that a transcript is a
transparent window into a model’s mind. A model’s written reasoning is evidence, and it
can be incomplete or inconsistent. Operational actions and environmental events need
their own independent measurements.

“Outside the intended scope” is not a complete explanation on its own. The scope has to
be stated in advance, communicated where appropriate and enforced by the
environment. Researchers should be able to show what the model could reach, what the
instruments recorded while it acted, which signals triggered intervention and whether
the stop mechanism worked.

A later investigation can tell us that a model acted outside what researchers intended. It
cannot make an unstated boundary explicit after the fact. Nor can it make an
unmonitored live action safe.

Who chose the route?

The model’s actions deserve examination. Some agents pursued goals through
unauthorised and harmful means. Their behaviour should be measured, described and
addressed.
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The test designers’ actions deserve the same scrutiny. They chose the destination,
constructed the route, granted or failed to prevent access, set the task difficulty,
configured the response to permission checks and determined whether a stop request
could halt execution. Organisations also decide how warning signs move through their
response process and whether a test resumes after a security incident.

The evidence does not support one simple story in which every model acted responsibly
and every human acted carelessly. It supports a more demanding conclusion:
responsibility is distributed across the system, and it cannot be assessed by reading the
model transcript alone.

The design of a test is not a preliminary detail. It determines whether the findings are
meaningful and whether the test remains controlled. A test needs a clear task, explicit
boundaries, measured conditions and a stop mechanism that works. Without those, we
cannot reliably tell what the model was tested on, what its behaviour means, or whether
the risks were contained.

For agentic Al, designing the test is at least as important as running it. It may be more
important, because the design determines what the model can reach, what we can
observe and what we can stop. Without that foundation, the result is not a reliable test of
the model. It is an exposure of real systems to an inadequately controlled experiment.

Any direction will do when no one defines the destination, marks the permitted
route, measures the journey and makes stopping possible. The first responsibility
belongs to the people designing the test.
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